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(3) R NAZ LN & E S, IX R N AZ A 2R S BOR TE B i & B E .
XL ZE (Mapping Layer) K5 k.

(4) N8 E ik % 2 (Generic Block Layer) 7EH % EHATIER/E, BENIOERIE,
et K B8 -

(5) TEEAREEZEZ TZIOWEZE (/0 Scheduler Layer) , #R4# Py i B 5 ,
TSR INOE R NS HET -

(6) fa, P4 UKs)) (Block Device Driver) ik ) it 12 il 28 R IEAH N A6 4, $0U4T
HAE R B 1% 4

XFF DL OB IR, TECLinux B IS R ), FAiTi 8 T VFS(Virtual Filesystem
Switch) =R LM FEEE, AKX ARGMA (Wisys_read () . sys_write () %5)
MRS, BATAMEEMVESZ AR FIEAEMSZEL. mxt+28 (3) v Mapping Layer3:
B2 Eh BAR RSO R G 5E R

7 (LinuxiB@HSE&ZE) o, AV T8 (4 . EERIVOWE R AR B8 Rk
%2 (Generic Block Layer) J&, #iox41d sk 4k 84515 2I/OF )= (1/O Scheduler Layer) .

AL LA2.6.32-27T9N LIRS A et , AT EESH, BEIIVOWMIEZ . & e irigsR
FA%1 (request queue) . &K (request) #iIAFRF; REEBEN AW MOWEFIE;
J 53 BT P9 AZ HH AR SRS o

2 EKAEKEAS

RGPS R LA — x5 — DX (sector) , (HPU/OZE AR —A i X AT
ML IOEAE, DUAMERGEE N — R IX AL E, RRFEN I TAE, X WA
REF N B IUMACZ I, WRRTTREREZ M RIX, 1F— A, XRERR R L 12
EhERAE.

MWL S M AR, et A — MR IE K (block device request) , i%iH
SREBMRTERIVEX . RAEHRE ik o SRT, MIEREIE)E, ARIFALLE
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BENERERI SRR o A8 OB PRAB RIS, YA AGL 72 15 T DASE K IAT 485 455 (AT SRR A2
TR BT IRl RERLAEAE AN (1), A 30 ] R R4 i DR M BEALAR AR 3 A 24

JEIRVERIPAT AR BV A ERARAF E %o Bl B EREFTIT— M EE 5
P, JET SO R G IR A ARG BRSO inode S B . Sl & KR REETERA S |, F
FEHEE B Flinodeityu e se B (ERI A IR A S AN RERH 28, PRUMIZAE & S BOLAR I 1%
FEA RO RE AR 2 Bl BEL2E

N TG R BRI P ZE, BN OFAE AL PGS AP . BB BK ) P kT 4K 5
1, 8 BR R Al NO TR BE ek B — B s & 5 R Bl - KA IR GZ AR
ISR R e UL VO )22 ), RIEEEHR. S — Bl )E, Seicst Ishisas I M
He 5 BIRE (strategy routine) SKiGHE— MNERFIIIE K, A0 BEAE 2 1 5% A AH LA i & SR 52 Fi
TR IVOBRAFLRNS, BAEEHIaS Ao — A, WAy, AR AR B e SO IR 55
Bike,

TP RS B O REA S (request queue) , BAFIH AL £ T 021 4 (1 46
FRESRBER . A HES TS A0 BE 2 AL, W RN A A — BRI £ H
TR BAF_EREAT IO WM L, TR mtid A P e

2.1 iEkBA\Flrequest_queue

TG KB\ HHrequest_queuei i 4537, g X AE X fFinclude/linux/blkdev.h
oo2s8: struct request_queue

00289: {

00290: /*

00291: * Together with queue_head for cacheline sharing
00292: */

00293: struct list_head queue_head;
00294: struct request *last_merge;

00295: struct elevator_queue *elevator;

00296

00297: /*

00298: * the queue request freelist, one for reads and one for writes
00299: */

00300: struct request_listrq;

00301

00302: request_fn_proc *request_Tfn;

00303: make_request_fn *make_request_fn;
00304: prep_rq_fn *prep_rqg_fn;

00305: unprep_rg_fn *unprep_rqg_fn;

00306: unplug_fn *unplug_fn;

00307: merge_bvec_fn *merge_bvec_fn;

00308: prepare_flush_fn *prepare_flush_fn;

00309: softirg_done_fn *softirg_done_fn;

00310: rg_timed_out_fn *rqg_timed_out_fn;

00311: dma_drain_needed_fn  *dma_drain_needed;
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00312:
00313:
00314:
00315:
00316:
00317:
00318:
00319:
00320:
00321:
00322:
00323:
00324:
00325:
00326:
00327:
00328:
00329:
00330:
00331:
00332:
00333:
00334:
00335:
00336:
00337:
00338:
00339:
00340:
00341:
00342:
00343:
00344:
00345:
00346:
00347:
00348:
00349:
00350:
00351:
00352:
00353:
00354:
00355:
00356:
00357:
00358:
00359:
00360:
00361:
00362:
00363:
00364:
00365:
00366:
00367:
00368:
00369:
00370:
00371:
00372:
00373:
00374:
00375:
00376:
00377:

Ild_busy fn *1ld_busy_fn;
/*

* Dispatch queue sorting

*/

sector_t end_sector;

struct request *boundary_rq;

/*

* Auto- unplugging state

*/

struct timer_list unplug_timer;

int unplug_thresh;  /* After this many requests */
unsigned long unplug_delay; /* After this many jiffies */
struct work_struct  unplug_work;

struct backing_dev_info backing_dev_info;

/*

* The queue owner gets to use this for whatever they like.
*1_rw_blk doesn't touch it.

*/

void *queuedata;

/*
* gqueue needs bounce pages for pages above this limit

*/

gfp_t bounce_gfp;

/*

* various queue flags, see QUEUE_* below

*/

unsigned long queue_flags;

/*

* protects queue structures from reentrancy. - > queue_lock should

* never_ be used directly, it is queue private. always use
* ->queue_lock.

*/

spinlock_t ___queue_lock;
spinlock_t *queue_lock;

/*

* queue kobject

*/

struct kobject kobj;

/*

* queue settings

*/

unsigned long Nnr_requests; /* Max # of requests */
unsigned int Nnr__congestion_on;
unsigned int Nnr__congestion_ off;
unsigned int nr__batching;

void *dma_drain_buffer;
unsigned int dma_drain_size;
unsigned int dma_pad_mask;
unsigned int dma_alignment;

struct blk_queue_tag *queue_tags;
struct list_head tag_busy_list;

unsigned int nr_sorted;
unsigned int in_flight[2];
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00378: unsigned int rg_timeout;
00379: struct timer_list timeout;
00380: struct list_head timeout_list;
00381:

00382: struct queue_limits  limits;
00383:

00384: /*

00385: * sg stuff

00386: */

00387: unsigned int sg_timeout;
00388: unsigned int sg_reserved_size;
00389: int node;

00390: #ifdef CONFIG_BLK_DEV_10_TRACE

00391: struct blk_trace *blk_trace;
00392: #endif

00393: /*

00394: * DEPRECATED: please use "for flush operations" members below!
00395: * These members (through orig_bar_rq) are preserved purely
00396: * to maintain kABI.

00397: */

00398: unsigned int ordered, next_ordered, ordseq;
00399: int orderr, ordcolor;

00400: struct request pre_flush_rq, bar_rq, post_flush_rq;
00401: struct request *orig_bar_rq;

00402:

00403: struct mutex sysfs_lock;

00404:

00405: #if defined(CONFIG_BLK_DEV_BSG)

00406: struct bsg_class_device bsg_dev;

00407: #endif

00408: / * For future extensions */

00409: void  *pad;

00410:

00411: #ifndef __ GENKSYMS___

00412: /*

00413: * for flush operations

00414: */

00415: unsigned int flush_flags;

00416: unsigned int flush_not_queueable:l;
00417: unsigned int flush_queue_delayed:1;
00418: unsigned int flush__pending_idx:1;
00419: unsigned int flush_running_idx:1;
00420: unsigned long flush_pending_since;

00421: struct list_head flush_queue[2];

00422: struct list_head flush_data_in_flight;
00423: struct request flush_rq;

00424:

00425: #ifdef CONFIG_BLK_DEV_THROTTLING
00426: /* Throttle data */

00427: struct throtl_data *td;

00428: #endif

00429:  /*
00430: * Delayed queue handling
00431: */

00432: struct delayed_work delay_work;
00433: #endif /* __ GENKSYMS___ */

00434: } « end request_queue » ;

00435:

F 1 Erequest_queueBi i 451 E BN R BRI .
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21 request_queueHHiE &5 14 3= Bl A AR B A

RAZE X

queue_head SEAFE SR B EER K

last_merge T8 mIBA I AT BE A & FF BE =R

elevator & MlelevatorfA 41

rq TN REER, LAEWA, —PNREEKR, AP EEK
request_fn IRBHAR 5B FE (strategy routine) HISEEN /714

make_request_fn

2RI BB i A7 %

prep_rg_fn

A AR AL BRI SRR 2 5

unplug_fn

unplugHLis £ 1 75 1%

merge_bvec_fn

& JFbvecEbioH 1975775, I H AR E L

unplug_timer

AT B A plugging HIZHZS I ¢

unplug_thresh

L BAF bS5 R ) SR X MBI, %% 57 Zunplug. BRIME 4

unplug_delay

W Funplugging (1IN [A] (] R, ERIAE N3 ms

unplug_work

F Tunplug b % () TAERAS1

backing_dev_info

backing_dev_infof#ii& | backing_deviI i H 15 &

queuedata T8 Mk & XS I FA B £ s
bounce_gfp bounce buffer N 7777 Bl bn &
queue_flags PAFPIR A br &

queue_lock Nkt

kobj R ATETE K BA S Hkobject
nr_requests PAB B K SR B =

nr_congestion_on

2B p AR IR SR B = T HMER . s BB 28

nr_congestion_off

APPSR A I SR AR R TR MER, st OB S A 28

nr_batching

KA UASRAZ SRR GEH N32)

dma_alignment

YIaE I FIDMA ZZ 1/ X /Xt 55 bitmap, ERIAE NS11

queue_tags TN/ BACARENLE, TR taggedil =R

refcnt Reference counter of the queue

in_flight BB, Ab T pending IRAS BT/ SR £ &

sg_timeout P B & X i & time-outhf [7], {78 H SCSTi5 & 1

sg_reserved_size

ARAEH

FHL b, —MERIRWEER, KPR ITREER (request) IR, B
AFgrqueue_head 2 iE KRNI RAFBER L, 15K (request) iR FFrHfqueuelistil 72 48 &
BB RIERGE R . 5 RI P B TCRIIINF 5 & B RS IRSIFE PSS . IO B 2%
A 277 SRATE R T, X NI VORH L& d .
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2.2 K
221  HEZEMIrequest
TR HE % B2 R SR RO N SRR ST (request discriptor) , {77 7Erequestid

ghtyrh, HE X AEinclude/linux/blkdev.h .

oo09s: struct request {
00096: struct list_head queuelist;

00097: struct call_single data csd;
00098:

00099: struct request_queue *q;
00100:

00101: unsigned int cd_ flags;
00102: enum rg_cmd_type_bits cmd__type;

00103: unsigned long atomic_ flags;

00104:

00105: int cpu;

00106:

00107: /* the following two fields are internal, NEVER access directly */
00108: unsigned int ___data_len; /* total data len */
00109: sector_t __ sector, /* sector cursor */

00110:

00111: struct bio *bio;

00112: struct bio *biotail,

00113:

00114: struct hlist_node hash; /* merge hash */
00115: /*

00116: * The rb_node is only used inside the io scheduler, requests
00117: * are pruned when moved to the dispatch queue. So let the
00118: * completion_data share space with the rb_node.

00119: */

00120: union {

00121: struct rb_node rb_node; /* sort/lookup */
00122: void *completion_data;

00123: %

00124:

00125: /*

00126: * Three pointers are available for the 10 schedulers, if they need
00127: * more they have to dynamically allocate it. Flush requests are
00128: * never put on the 10 scheduler. So let the flush fields share
00129: * space with the three elevator_private pointers.

00130: */

00131: #ifdef __ GENKSYMS__

00132: void *elevator__private;

00133: void *elevator__private2;

00134: void *elevator__private3;

00135: #else

00136: union {

00137: void *elevator_private[3];

00138: struct {

00139: unsigned int seq;

00140: struct list_head list;

00141: } flush;

00142: %

00143: #endif /* ___ GENKSYMS____ */

00144:

00145: struct gendisk *rq_disk;

00146: unsigned long start_time;

00147: #ifdef CONFIG_BLK_CGROUP

00148: unsigned long long start_time_ns;

00149: unsigned long long io_start_time_ns; /* when passed to hardware */

10
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00150: #endif
00151: /* Number of scatter- gather DMA addr+len pairs after

00152: * physical address coalescing is performed.

00153: */

00154: unsigned short nr_phys_segments;
00155:

00156: unsigned short ioprio;

00157:

00158: int ref_count;

00159:

00160: void *special; /* opaqgue pointer available for LLD use */
00161: char *buffer; /* kaddr of the current segment if available */
00162:

00163: int tag;

00164: int errors;

00165:

00166: /*

00167: * when request is used as a packet command carrier
00168: */

001609: unsigned char ___cmd[BLK_MAX_CDB];
00170: unsigned char *cmd;

00171: unsigned short cmd__len;

00172:

00173: unsigned int extra_len; /* length of alignment and padding */
00174: unsigned int sense__len;

00175: unsigned int resid_len; /*residual count */
00176: void *sense,;

00177:

00178: unsigned long deadline;

00179: struct list_head timeout__list;

00180: unsigned int timeout;

00181: int retries;

00182:

00183: /*

00184: * completion callback.

00185: */

00186: rg_end_io_fn *end_io;
00187: void *end__io__data;
00188:

00189: /* for bidi */

00190: struct request *next_rq;
00191: /* For future extensions */
00192: void *pad,;

00193: } « end request » ;

requestE s &5 14 Hh 5 R R B I LR 2R
<2 requestHid 45 ) LB R AR R E A X

A & X

queuelist Fe s R B iR

q 6 M) BT & B SR B A1)

cmd_flags TR bR &

__data_len request Z- A5y 1 B 715 4L
__sector TN BRI bio I 4E i [X 5
bio T R 2 — AR 2 U bios
biotail T REEFR H 5 fE— 1 bio
elevator_private T8 MIT/O BE 4% FI AL A 2

11
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rq_disk PAEE R B

errors HTHEE L I VO R B &

start_time TER G TE] (iffies)

nr_phys_segments | %15 KRBT & 4 Bl segment®l &=

tag I R BRI

buffer B AR 4 T AE B N AR G2 1 X CA G2 X AE iy o A A7, {6 9NULL)
ref_count ERI G H T

special MTE R SRR R A FE 20, specialdi [ iZ4F ik ay 21 F 1 B4
cmd_len emd35 1) i 2K B

cmd 15K B\F Hprep rq fn’E Bl FIpre-builtfiy 2

sense_len sensed M ZE M IX K (Hsense ANULLKS, Z{EH N0

sense sensefiy 2 Hi 45 T 7E 22 1 X

timeout 15 2K time-outh [H]

BN R —ADEZ oS WAL K. WE2FTR. &, BAREEZ0E—MER,
R H S —Abio. ZJ&, @ in—/ANHiE (segment) F K Mbiod, s ¥ HAhMbio
R R P VOHFERS M Re Y R %G K o X PRI TR AT B E LUK, PRUABE SR IF 4L
PR RS CAFETE R BHE A AR requestEidts 4514 i) il i4 A8 B biod A 121 KR ) 88 — A
bioZk 14, biotailds f] £ J5 —Nbio%i ¥4y, 4 rq_for_each_bion] LAk 717 3K o i A bioZs 14 .

request_queue request request request
queue_head queuelist queuelist - queuelist
request_fn bio bio — bio
backing_dev_info biotail biotail biotail
rq_disk rq_disk rq_disk
buffer buffer buffer
bio bio bio memory
bio_sector bio_sector bio_sector
bio_next bio_next =" — bio_next
bio_vec bio_vec bio_vec
bio_idx ’7 bio_idx  |— bio_idx
bio_vec bio_vec
] bv_page bv_page
s
bv_offset bv_offset
page page [

nopping mapping [
.ee
index ‘! index

E2 HRAE KBS
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00725: /* This should not be used directly - use rq_for_each_segment */

00726: #define for_each_bio(_bio) \

00727: for (; _bio; _bio = _bio->bi_next)

00728: #define ___rqg_for_each_bio(_bio, rqg)\

00729: if ((rg->bio)) \

00730: for (_bio = (rg)->bio; _bio; _bio =_bio->bi_next)

requestiidis 451 R LE R R AR B, AEIBAT I RE RS AR AR . B, B4
biof 4 T B AL 4 e e 5, requestH (AR A A8 S bioslt 2 B HT, 4R AR YR —bio.
A % fbio il UM 2 sk b, thlTbiotailth 2 & A= 284k o

FERLAE R XA FE T, requestBdh 4514 ) JL A — B Al B3 48 &8 AT RE S 4 /O 2 25
B IRBN AR . B, nr_sectors 2 i Kb I A T 7 ALK A I (X AL, current_nr_sectors
TRAF 2 HiTbio P A5 A% A ) s [X 4L

requestHHE 45 1k 52 48 Bromd_flags A7 —bbraE . B E B bR G2

REQ_WRITE, By gL GHEEE) .
222 iFKRirE

RIS AL AE S Finclude/linux/blk_types.h .

00098: /*

00099: * request type modified bits. first four bits match BIO_RW?* bits, important

00100: */

00101: enum I‘q ﬂag b'tS{

00102: __ REQ_WRITE, /*was ___ REQ_RW, not set, read. set, write */

00103: _ REQ_FAILFAST_DEYV, /* no driver retries of device errors */

00104: ___REQ_FAILFAST_TRANSPORT, /* no driver retries of transport errors */
00105: _ REQ_FAILFAST_DRIVER, /* no driver retries of driver errors */

00106: /* above flags must match BIO_RW_* */

00107: _ REQ_DISCARD, /* request to discard sectors */

00108: __REQ_SORTED, /* elevator knows about this request */

00109: __REQ_SOFTBARRIER, /* may not be passed by ioscheduler */

00110: _ REQ_HARDBARRIER, /* DEPRECATED: may not be passed by drive either */
00111: __ REQ_FUA, /* forced unit access */

00112: __ REQ_NOMERGE, /* don't touch this for merging */

00113: __REQ_STARTED, / * drive already may have started this one */

00114: __ REQ_DONTPREP, /* don't call prep for this one */

00115: _ REQ_QUEUED, /* uses queueing */

00116: __ REQ_ELVPRIV, /* elevator private data attached */

00117: _ REQ_FAILED, /* set if the request failed */

00118: __ REQ_QUIET, /* don't worry about errors */

00119: _ REQ_PREEMPT, /* set for "ide_preempt" requests */

00120: __ REQ_ORDERED_COLOR, /* DEPRECATED: is before or after barrier */
00121: __REQ_SYNC, /*was __ REQ_RW_SYNC, request is sync (sync write or read) */
00122: __ REQ_ALLOCED, /* request came from our alloc pool */

00123: __REQ_META, /*was __ REQ_RW_META, metadata io request */
00124: _ REQ_COPY_USER, /* contains copies of user pages */

00125: __ REQ_INTEGRITY, /* DEPRECATED: integrity metadata has been remapped */
00126: __ REQ_NOIDLE, /* don't anticipate more |0 after this one */

00127: _ REQ_IO_STAT, /* account I/ O stat */

00128: __ REQ_MIXED_MERGE, /* merge of different types, fail separately */
00129: _ REQ_FLUSH, /* request for cache flush */

13
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00130: __ REQ_FLUSH_SEQ, /* request for flush sequence */

00131: _ REQ_NR_BITS, /* stops here */

00132: };

23 request T E R ENE X
A E X
__REQ_WRITE Xaiidhes. wE Dizted, WS SlhE.
__REQ_DISCARD WX
__REQ_SORTED WROHT
__REQ_SOFTBARRIER | 5 fiFRBNSY, FHAth i KA GEFELE 2 A5 K AT M .
__REQ_HARDBARRIER | %R O EF
__REQ_FUA Forced Unit Access 513K, BIRAIER Bdi 5 ANAZ6E i
__REQ_NOMERGE AEEIHZE K.
__REQ_STARTED TEROAW R AT IR AL B
__REQ_QUEUED RSB .
__REQ_FLVPRIV WER (Elevator) FAH HE .
__REQ_FAILED SRR
__REQ_QUIET ARDEBEFIRRE iR, WATEREE.
__REQ_PREEMPT ide_preemptifi=K .
__REQ_SYNC WD, REDEEFP .
__REQ_ALLOCED T SR RYE T 73 At
__REQ_META metadata [/OTE K .
__REQ_COPY_USER | A& FH ;I o4 UL o
__REQ_NOIDLE R SZE RKOE G, AEERFEK.
__REQ_IOSTAT /O%iHiE K
__REQ_FLUSH Flush Cache£#i15:K .
2.3 HEBRIETA

W SRR v e U Nelavator_ops, 7E 3 fFinclude/linux/elevator.h .
w00z struct @l@vator ops

00037: {
00038:
00039:

elevator_merge_fn
elevator_merged_fn

*elevator__merge_fn;
*elevator__merged_fn;

00040:
00041:
00042:
00043:
00044
00045:
00046:
00047:
00048:
00049:
00050:
00051:
00052:

elevator_merge_req_fn *elevator_merge_req_Tfn;
elevator_allow_merge_fn *elevator_allow__merge_fn;
elevator_bio_merged_fn *elevator_bio_merged_fn;

elevator_dispatch_fn *elevator_dispatch_fn;
elevator_add_req_fn *elevator_add_req_fn;
elevator_activate_req_fn *elevator__activate_req_fn;
elevator_deactivate_req_fn *elevator_deactivate_req_fn;

elevator_queue_empty_fn *elevator_queue_empty_fn;
elevator_completed_req_fn *elevator_completed_req_fn;

elevator_request_list_fn *elevator_former_req_fn;

14
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00053: elevator_request_list_fn *elevator_latter_req_fn;
00054:

00055: elevator_set_req_fn *elevator_set_req_fn;

00056: elevator_put_req_fn *elevator_put_req_fn;
00057:

00058: elevator_may_queue_fn *elevator_may_queue_fn;
00059:

00060: elevator_init_fn *elevator_init_fn;

00061: elevator_exit_fn *elevator_exit_fn;

00062: void (*trim)(struct io_context *);

00063: } ? end elevator_ops ? ;

elevator_merge_fn: M EHE RS OAMIEREEHLE, £ETLAIE.

elevator_merge_req_fn: K HMERE IS

elevator_dispatch_fn: MiERBAF SR T — MG E R R BIiER .

elevator_add_req_fn: F—~Hirequestys Ntk i B Z5 HIPA 1

elevator_queue_empty fn: K25 25 11 A A& 15 N2,

elevator_set_req_fnfllelevator_put_req_fn: 43775 618715 K FLKEE K BT &5 1) 2 (BB
TR W AEIT A

elevator_init_fn: - THIUG 0 FE 2% 5241

3 OBE:E

B SR AT SR DL A A 7 AR T SR RO BRI SR AR 4 B O, I A BBt M Re 1 g ik

NAECL IS, WAL IR BN AL P R 3R e —, B IRT Ik - E AR L B
SEREREANLE - TEAERADKE] Fr DUS B4 5 T hE i (8] e 5E 2 5t R GV RE I %
B

N AR T U, NS — B EIOER G, i BiE R IR 7 K RRI/OE K .
ML, BEERTH, P78 5FF (merging and sorting) , X Fh#/E a] AR Kb &
RGN, ENET RS, A5t EEERRAIORESE (1/0 scheduler)

/O & 25 K AL /O BHIR 7 Fii s AR e b T A HE A BRIVOTE R o BARIIUE, XA 5357 i
IR SRBA S i HER T SR & AR RS R o TR AN EERE O L 4 A BERE 1 BE 2%
VB o BERE U BE AR AR TR K AL BE RS B YR 70 iR R ISAT HOHERE . Xl T R KRR
FAEL, AEIEAAIR . HERE I LA AN/ O T P45 A R RE B IR 70 i s 2 M0 5, X bR R 5
BRUL, AEEESP ARG IS AT IR L XA RIS S an T A AR S5 AN I R AR R
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gt, BUnix R0, MR, VO ELLRBE % 25 2 LA R, DUE PR e 4 - ki 1],
B DR T A1k BE A SR ILAL o

31 VOBEESRINTIE

/O £ 38 1) TAE 2 B ERER W & MERBAF . & vz BABI i 149338 SR HE B U B A A4 B
VRV AT R F 285 - B o i Sl I - 2l s | W 1 AN T = o = R o0 = e oo i
MRS L, VOTHEESSTTREN 1 Fdmy RGUBEMRNERE, TN LT RAL

/O BE %5 8 PR A 7 ik ek i 2 kA A 9F (merging) 5#FF  (sorting) - &
IR A B AT RE G DK . BB — T RXFEI, SO R AT K 2175 K A
H— IS A B B — AN HE X, G RS I BB o C A7 AR — MR, B I AR X 2
AT K U5 1) AR DX AH AT, T8 I AN SR vT BAA 3T — A5 BRAN B AN AH AT A (X
BAE RS R R AIFER, VO FEEH 2 U KT S48 8 — R T 8. S
R, WREHE R T EABAMA— T4, #aT LAy i 216 R & AT a2 T
HkA e VT 1] S8 I REAL X IR T, BRI B SR B AR AR/ R G AL kL

(BB R 17 SR FEAZ T RN I, BB A AT H A SR 75 ZE AR AR SR 10 B X
BRI AT R AT SR AN AT SR & FF, 29R%, 7TRURHE N TESRBABI R AR . (E R A RA
FA TR R T ERRAFRA A IR AL E IR ? RAFAE — MR, B B IR F AL XA B S 2
HITE SR AT BRI, A RARIZALIX PIANE RIETE RN F LA AT ? S5k b, /O
R IR EIRR DL, BEANE SR BAS K% B X BT [T P HE A o A8 P A T SR A
b X AHEI A ARSI OSTTRERDD » B AR N 1 A S — I SR 19 - Bk st 1],
HEERRAET, W RS L EE T A2 3N, 48k 1 PrA iSRRG Sk 8] . %
He P SRR T R I — AR AN RERE R I — R B2 51— 2, ENIZIR— AT s, 2
Wik T R—JrmlEE—2E, BEkEA DT AEsh. TR, VOHES
WA AR AL .

32  HERE
321 CFQiEE#®

524 A IEHEBN/OE#: (Complete Fair Queuing) & NEA TAEMF it K], ANidfE
Sefre, N2 R TAESRATR L T RIFAIMERE .
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CFQ /O FE ZHEHEN FIVOTE RIS E KA, X AP A SR AR 5121/ Ov K 1y itk
FEHZU . BN, >k HfooltFEM/OWE Rk AfooBA%1], ik H baridt#21iE Kk NbarBA %1
FERENBAF Y, NIEN ISR SAHARTE R & IRAE i, FRREATIA 2K . BAA b4 X 7
R, REHABVOWEE AESIAMLL. CFQ VOTEERIZERETE—MRZIOKERE
A B EHIBF.

CFQ /O FE 25 LA ] Jr A FE A S, EEAS BAS s RO SR ¥ CBRIME R4, wT R
BHATECED , SAEHEAT T M. e R IR T A, HIRIE AR HCA T
RS 6 v B TOUE O AR SR A2 2 A, FEIXRh A b, 3P AP i S W] AR B ARIIE,
b, E SRR A R B S R PRI e M B P X . At CFQI/OTHEERTER S
Gy #BREAR BF HOBRAT o

58458 IEHEBA /O £ 23955 437 T-block/cfg-iosched.c. /R X - EAEFF 45 5 1 TAF 715
iR, R HARR RGO, B AR LT T I AR 5 i s A REAR 7 o AT

3.2.2 DeadlineifiE 28

Deadline i F& #8 X —AME K 11 2 7 T RF AT BUsT Rt AT R B, X S requestidt /7 1
SPRERL, JF HAE A PR R A R B B Sa . BRUONIRTE RAEAE R R 4
X SEIR I TA] U BURR T 5 SRR AR AT S B R AR, T LIURS AT RE KA &1 i) bk FR 175 SR 3R 4T
B, AESE, A IR, AEIR ] 2R . R, AT X6 A S 1 SR 248, deadline
KW 2 RN B B iR R AT 7 R EH.

SINGIERLZ J5, TEERREMER T, SiERMEKE RS RERE, SR
BERTE L, 0 22 I A e A 5 o) SCA B — 30570 T BB IR A5 A7 53 — AN s R SR, IR A X AN
RHRAERK — B A N AR, X BRRAEGHR . Kk, deadlinefiE% & T 5l
FERITE L, MORIEE SRS RIS LT, SERASBARIC . BIRE T & P % i X )it
TV i) XHBE] —ME KA AEBA S 45 1 R A EURIE .

Deadline i L& 51N 1 PUASBASY, SXDUANBAF AT 43 WK, A — SR H LA S 3 BA
HULH . —ZRBNF SRR 17 SR A 0 b X 7 5 AT HE ), @I 20 BB R4, FrAsort_list:
J3— FRE R E AT A I R BEAT HEFP, B RORALZ, FrAfifo_list.

jdeadline ] % 1117 R 1 & % i $ /& deadline_dispatch_requests () , JERLAE ST
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block/deadline-iosched.ct .

00239: /*

00240: * deadline_dispatch_requests selects the best request according to
00241: * read/write expire, fifo_batch, etc

00242: */

e saicine. deadline dispatch requestsstruct

request_queue *q, int force)
00244: {
00245: struct deadline_data *dd = g->elevator->elevator_data;
00246: const int reads = !list_empty(&dd->fifo_listfREAD]);
00247: const int writes = !list_empty(&dd->fifo_listfWRITE]);
00248: struct request *rq;

00249: int data_ dir;

00250:

00251: /*

00252: * batches are currently reads XOR writes

00253: */

00254: if (dd->next_rq[WRITE])

00255: rg = dd->next_rq[WRITE];

00256: else

00257: rq = dd->next_rq[READ];

00258:

00259: if (rq && dd->batching < dd->fifo_batch)

00260: /* we have a next request are still entitled to batch */
00261: goto ldispatch_request;

00262:

00263: /*

00264: * at this point we are not running a batch. select the appropriate
00265: * data direction (read / write)

00266: */

00267:

00268: if (reads) {

002609: BUG_ON(RB_EMPTY_ROOT(&dd->sort_listfREAD]));
00270:

00271: if (writes && (dd->starved++ >= dd->writes_starved))
00272: goto Jdispatch_writes;

00273:

00274: data_dir = READ;

00275:

00276: goto ldispatch_find_request;

00277:

00278:

00279: /*

00280: * there are either no reads or writes have been starved

00281: */

00282:

00283: if (writes) {

00284: dispatch_writes:

00285: BUG_ON(RB_EMPTY_ROOT(&dd->sort_listfWRITE]));
00286:

00287: dd->starved = 0;

00288:

00289: data_dir = WRITE;

00290:

00291: goto ldispatch_find_request;

00292: }

00293:

00294: return O;

00295:

00296: dispatch_find__request:

00297: /*

00298: * we are not running a batch, find best request for selected data_dir
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00299: */
00300: if (deadline_check_fifo(dd, data_dir) || !dd->next_rg[data_dir]) {
00301: /*

00302: * A deadline has expired, the last request was in the other
00303: * direction, or we have run out of higher- sectored requests.
00304: * Start again from the request with the earliest expiry time.
00305: */

00306: rqg = rg_entry_fifo(dd->fifo_list[data_dir].next);
00307: }else {

00308: /*

00309: * The last req was the same dir and we have a next request in
00310: * sort order. No expired requests so continue on from here.
00311: */

00312: rg = dd->next_rq[data_dir];

00313:  }

00314:

00315: dd->batching = 0;

00316:

00317: dispatch_ request:

00318: /*

00319: * rq is the selected appropriate request.

00320: */

00321: dd->batching++;

00322: deadline_move_request(dd, rq);

00323:

00324: return 1;

00325: } ? end deadline_dispatch_requests ?

B R CT PIANBAS, I BRI AR 75 20K X terequest i BEE R . —Fiud R H]
B (RBtree) HI77 30K BT requestl 4k, ididrequestiiyimtbtE AR A
— 77 2R H BRI 77 20k request i FIEESR, A Hrequestsi HI Sk J5 2 77 sk A7k
F, BIFIFOBA%I. &4 request2 4l 4Bt —Mtime stamp, XFE#E AT PLANIE X M request/E: 15
ORI HEAREEE, TERAIE. T RIFERE R, 3G 0513 B A ),
Bl 5 BAAUA I ()5 45 20 2, AR ERIERPIRIL -

FEVE R RS FE T, deadline 5 ik 2L 56 A B AR LE Uy [ b 1k I T A8 K, X FF 7T PR
RARFE i D AR B I TT Retk . RAETEH Lrequest Bl IR AL %, B INEIE
ATREBENT P A BRAE RIS 5, deadline 4 23 il FE b A0 S SREm 4 17 Ak 350 0 6 R o R B 11
request.

82, deadlinef X requestiff 4T 7 ARSEBIERIHEE, LA LA JT1H:

(1 BEEHERDE, EHRAASRAHER, BRIFSERD BRI 5, 44
FP AL PSR . XA AL ER AT LR IE B2 R BB IR I ) fe /MK

(2) XFUE RN R AL L X AL bk I AT AL 1 R, deadlines T 1 il se
PALFAL . Bl — AN EERGRFE S, Hinikirequesta 7E 5 H BT B 5 b pl b 21
oo I bk B AL 3 759 AT DA KRR B R ek D i AR 5
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(3) PRAERMERIIEIRI Ao A MEREA T 7 — D BB E,  nSRIE B GER
18] ) PR, A AME R = PR AT AL B s, SO, SRR BEEE VT 1) (M AL RFAIE, B15Y
M PERE, (HZ, DRIE 1R MER KK IER R E]

323 V/OPEFTAVIRHE

B 7RI AR PR R BE 2R Ah, Linux P9 % FRad A7 AR FE 2%, 407l (anticipatory)
/O 8% . 2 #1E (Noop) I/OifJE 4%,

1E2.6 WA TUMASE FIVOTARE RS . Horb A —FRI/OTRFESS# AT AR Ja ., R E
N ERNERN, POk IO 2s. ENZESIN, Af Ll dy 41
elevator=foo 78 i ERiL, 1X B foo2 —ANA RS IOV FZ 2%

A LA AE T A A% 2 ok 3 2 T R B o i R SR
[root@localhost queuel# pwd

/sys/block/sda/queue

[root@Iocalhost queue]# cat scheduler

noop anticipatory deadline [cfq]

[root@Iocalhost queue]#

=4 4 Eelevatorik i 155

as Anticipatory

cfq Complete Fair Queuing
deadline Deadline

noop Noop

4 EXIFKENOEE:E
41 __ make_request ()

TELinuxil F B 15 2% 2 A 41 )38 FH B s £ k3% R, generic_make_request OO filt ki
KRB I make_request_fn 72k K iE—MERBI/OE#S . X THIR &, %78 H
__make_request OO L, AASLE S driver/block/l_rw_blk.cH'. &I SHA

request_queueftiid fFqflibiodtiid fFbio.
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01365: static int Mma ke_req uest(struct request_queue *q, struct bio *bio)

01366: {
01367:
01368:
01369:
01370:
01371:
01372:
01373:
01374:
01375:
01376:
01377:

01378:

01379:
01380:
01381:
01382:
01383:
01384:
01385:
01386:
01387:
01388:
01389:
01390:
01391:
01392:
01393:
01394:
01395:
01396:
01397:
01398:
01399:
01400:
01401:
01402:
01403:
01404:
01405:
01406:
01407:
01408:
01409:
01410:
01411:
01412:
01413:
01414:
01415:
01416:
01417:
01418:
01419:
01420:
01421:
01422:
01423:
01424:
01425:
01426:
01427:

struct request *req;

int el_ret;

unsigned int bytes = bio->bi_size;

const unsigned short prio = bio_prio(bio);

const bool sync = bio_rw_flagged(bio, BIO_RW_SYNCIO);
const bool unplug = bio_rw_flagged(bio, BIO_RW_UNPLUG);
const unsigned int ff = bio->bi_rw & REQ_FAILFAST_MASK;

int where = ELEVATOR_INSERT_SORT;

int rw_flags;

/*BIO_RW_BARRIER is deprecated */

if (WARN_ONCE(bio_rW_fIagged(bio, BIO_RW_BARRIER),
"block: BARRIER is deprecated, use FLUSH/FUA instead\n")) {
bio_endio(bio, -EOPNOTSUPP);
return O;

}

/*

* low level driver can indicate that it wants pages above a

* certain limit bounced to low memory (ie for highmem, or even
* ISA dma in theory)

*/

blk_queue_bounce(q, &bio);

spin_lock_irqg(g->queue_lock);

if (bio->bi_rw & (BIO_FLUSH | BIO_FUA)) {
where = ELEVATOR_INSERT_FLUSH,;
goto lget_rq;

}

if (elv_gueue_empty(q))
goto Yget_rq;

el_ret = elv_merge(q, &req, bio);

switch (el_ret) {

case ELEVATOR_BACK_MERGE:
BUG_ON(! rg_mergeable(req));

if (111_back_merge_fn(q, req, bio))
break;

trace_block_bio_backmerge(q, bio);

if ((reg->cmd_flags & REQ_FAILFAST_MASK) != ff)
blk_rqg_set_mixed_merge(req);

reg->biotail->bi_next = bio;
reg->biotail = bio;
reg->___data_len += bytes;
reg->ioprio = ioprio_best(reg->ioprio, prio);
if (Iblk_rqg_cpu_valid(req))
reg->cpu = bio->bi_comp_cpu;
drive_stat_acct(req, O);
elv_bio_merged(q, req, bio);
if (lattempt_back_merge(q, req))
elv_merged_request(q, req, el_ret);
goto Jout;

case ELEVATOR_FRONT_MERGE:
BUG_ON(! rg_mergeable(req));
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01428:
01429:
01430:
01431:
01432:
01433:
01434:
01435:
01436:
01437:
01438:
01439:
01440:
01441:
01442:
01443:
01444:
01445:
01446:
01447:
01448:
01449:
01450:
01451:
01452:
01453:
01454:
01455:
01456:
01457:
01458:
01459:
01460:
01461:
01462:
01463:
01464:
01465:
01466:
01467:
01468:
014609:
01470:
01471:
01472:
01473:
01474:
01475:
01476:
01477:
01478:
01479:
01480:
01481:
01482:
01483:
01484:
01485:
01486:
01487:
01488:
014809:
01490:
01491:
01492:
01493:

if (!1l_front_merge_fn(q, req, bio))
break;

trace_block_bio_frontmerge(q, bio);

if ((req->cmd_flags & REQ_FAILFAST_MASK) !=ff) {
blk_rqg_set_mixed_merge(req);
reg->cmd_flags &= ~REQ_FAILFAST_MASK;
reg->cmd_flags |= ff;

}

bio->bi_next = req->bio;
reg->bio = bio;

/*
* may not be valid. if the low level driver said
* it didn't need a bounce buffer then it better
* not touch req->buffer either...
*/
reg->buffer = bio_data(bio);
/*
* The merge may happen accross partitions
* We must update in_flight value accordingly
*/
blk_account_io_front_merge(req, bio->bi_sector);
req->___ sector = bio->bi_sector;
req->___data_len += bytes;
reg->ioprio = ioprio_best(reg->ioprio, prio);
if (Iblk_rqg_cpu_valid(req))
reg->cpu = bio->bi_comp_cpu;
drive_stat_acct(req, O);
elv_bio_merged(q, req, bio);
if (lattempt_front_merge(q, req))
elv_merged_request(q, req, el_ret);
goto Jout;

/* ELV_NO_MERGE: elevator says don't/can't merge. */
default:

} « end switch el_ret »

get_rq:
/*
* This sync check and mask will be re-done in init_request_from_bio(),
* but we need to set it earlier to expose the sync flag to the
* rq allocator and io schedulers.
*/
rw_flags = bio_data_dir(bio);
if (sync)
rw_flags |= REQ_SYNC;

/*

* Grab a free request. This is might sleep but can not fail.

* Returns with the queue unlocked.

*/

req = get_request_wait(q, rw_flags, bio);

if (unlikely(! req)) {
bio_endio(bio, -ENODEV); /* @qis dead */
goto lout_unlock;

}

/*

* After dropping the lock and possibly sleeping here, our request
* may now be mergeable after it had proven unmergeable (above).
* We don't worry about that case for efficiency. It won't happen
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01494: * often, and the elevators are able to handle it.
01495: */

01496: init_request_from_bio(req, bio);
01497:

01498: spin_lock_irqg(g->queue_lock);
01499: if (test_bit(QUEUE_FLAG_SAME_COMP, &g->queue_flags) ||

01500: bio_flagged(bio, BIO_CPU_AFFINE))
01501: reg->cpu = raw_smp_processor_id();
01502:

01503: if (queue_should_plug(q) && elv_queue_empty(q))
01504: blk_plug_device(q);

01505:

01506: /* insert the request into the elevator */

01507: drive_stat_acct(req, 1);

01508: ___elv_add_request(q, req, where, 0);
01509: out:

01510: if (unplug || 'queue_should_plug(q))
01511: __generic_unplug_device(q);

01512: out__unlock:

01513: spin_unlock_irq(g->queue_lock);
01514: return O;

01515: } «end ___ make_request »

__make_request () EEMEAIELIF:

(1) AT E, AHblk_queue_bounce () WE —A#HEZZMIX (bounce buffer) .
WA T MM X, make_request O FETEIZZE M X _FE1E, 1A 2 5 R Hbio. (1389
7

(2) WHOVEFE 81 () ek $relv_queue_empty () (139847) , K EEiERAHI 27
AERFRE R R IRIEBNF AT RE/E 1, (EI/O FE & rh (¥ HAh A S W] 540 35 2545 (11
Ko FHEALERHER, W FHblk_plug_device O RIFNIE RS, SR G BREEEIL T (5) .

(3) LI, 5 R BAA A 545 (15 K o I8 1/O T FE 281 3K & I B $telv_merge () (1401
7)) KA L ATIIbio ] LA I B CAFFE R K b o A IR, MR A LR T B 2%
e->ops->elevator_merge_fn(q, req, bio)#HAT & IF1ER, iZREA =] AEik [E1H .

= ELEVATOR_NO_MERGE: bioAfit5 CAFEMIERGH, XMERT, Bkt
BFPPER (5) 5

* ELEVATOR_BACK_MERGE: bion] U/ NG —-biofi A | H=ANiE Kreq.
XA SN R, BEOHHg->back_merge fnkiS BiER B LY R . BEABEY
J&, WIBkFEREEIR (5) 5 BN, miksbiodi A\ i Rreqht £ (¥ R HIJF 5 Hireq
FIFH R AR R . 25, 2R A IFIZE R I AR CEriibion G2 P11
RN .

= ELEVATOR_FRONT_MERGE: biof] LU AFi#skreq, fEA% A bio. iX
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s, i g->front_merger_fn 55 RIS Bl RZ B 0T LY . A RE,
BREEEIS IR (5) ¢ FHPKSH biodli NEIE Rreqib & 10k, FF 5 BireqfiHl
(4) bio#l &I B CATERIE R T, B 2IPIR8 (15091T) , MALLW.
(5) JER, bioWZHH NB]—ANFrER A 7B — DI RGBT 58 2N A7
W EEA M ATRERE, FrEbio->bi_rwr [IBIO_RW_AHEADFREBEE . 1245 5 ) R e ik
(read-ahead) . XfEIL K, HHbio_endio OO J45W . i fLimIEALHAT . bio_endio
O RHCE (Linual & Z) H .
(6) WHIANLHTIE RIARFTFh I AR &
= WA XA MHTbios MATE (segment) .
= % EflagsifIREQ_CMD (&2— M IEH Iis 5 #E) .
= U R A bioBUR AR A AE, 1B AR R AR Ebuffer i fE iz 22 X
2tk
»  BEE AR Erg_diskfPE Abio->bdev->bd_disk.
= Rfbiofl NBIEREEL T
= BE AR Estart_timelfI{E Ajiffies.

(7) BEWEESGEE (SR XEE) , REKFHRIMARES (elevator)
(1507~1508 17)

(8) g TAELE . (BAELS AT, K EEbio->bi_rwit)BIO_RW_UNPLUGH &2 5% &
HBBIA R BE (151017 o #2442, Wi H generic_unplug_device () 7EiE=KEAF
W Cunplug) BAAI.

(9) W,

FEWH__make_request ) Z 71, iR BAFIAESS s WITE KR EAFIEE4 4 Wi FF Cunplug) ,
BRI BOAEEANMEAN (plug) 38R FgH — 8 1B 2 g->unplug_timer.
FN, #FiERAFI NS,  make_request () HiN'E . iERAFIMIRRSWHF. NELT
Al oL, B A& IRSIII RS BIFE (strategy routine) £ AbFRIRiE FA S L I¥iE K.

42 _ elv_add_request ()

EAA7, A1 T __make_request OO , REHATRIE (7) &, BN
__elv_add_request O ¥bioffi NFI|—/NEHERF, (__make_request () H/1150817) ,
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AL ZE S fblock/elevator.cH .

00676: void _EIV_add_request(struct request_queue *g, struct request *rq,

00677

00678: {
00679:
00680:
00681:
00682:
00683:
00684:
00685:
00686:
00687:
00688:
00689:
00690:
00691:
00692:
00693:
00694: }

int where, int plug)

if (rg->cmd_flags & (REQ_SOFTBARRIER | REQ_HARDBARRIER)) {
/* barriers are scheduling boundary, update end_sector */
if (rg->cmd_type == REQ_TYPE_FS ||
(rg->cmd_flags & REQ_DISCARD)) {
g->end_sector = rq_end_sector(rq);
g->boundary_rqg = rq;
}
}else if (1(rg->cmd_flags & REQ_ELVPRIV) &&
where == ELEVATOR_INSERT_SORT)
where = ELEVATOR_INSERT_BACK;

if (plug)
blk_plug_device(q);

elv_insert(q, rqg, where);

00695: EX PO RT_SYM BO L(_elv_add_req uest);

00696

__elv_add _request () EE NXfelv_insert () BREGEATHESE, % HthE

block/elevator.cH, @it iZpa ¥ AT LAk requestlii A\ Felevator request queuesk # device

request queue' .

elv_insert OO BREURYE I R4 A\ 67 B K40 EE, whereI{E & SCTE ST

include/linux/elevator.n 4,

00170: /*

00171: * Insertion selection

00172: */

00173: #define ELEVATOR_INSERT_FRONT 1
00174: #define ELEVATOR_INSERT_BACK 2
00175: #define ELEVATOR_INSERT_SORT 3
00176: #define ELEVATOR_INSERT_REQUEUE 4
00177: #define ELEVATOR_INSERT_FLUSH 5

7E__make_request OO 1, T sefwhereJERINE X NELEVATOR_INSERT_SORT,
B R T HEF . 5 bioi K iR & ABIO_FLUSHE{BIO_FUA (__make_request () 1393
1), M¥swhere {8 ¥ U VJELEVATOR _INSERT_FLUSH.
ELEVATOR_INSERT_FRONT: ¥request/ii A\ #|device request queuef] b\ 51| H( .
ELEVATOR_INSERT_BACK: *#requestfini A\ #|device request queue A F1]
ELEVATOR_INSERT_SORT: #i{Xfrequestilt 47 & H#/F .
ELEVATOR_INSERT_REQUEUE: *request= HiA RS 1,
ELEVATOR_INSERT_FLUSH: i \#/tJFLUSH/FUA request.
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00598: void eIV |nsert(struct request_queue *q, struct request *rq, int where)

00599: {

00600: intunplug_it =1;

00601:

00602: trace_block_rg_insert(q, rq);

00603:

00604: rg->q =q;

00605:

00606: switch (where) {

00607: case ELEVATOR_INSERT_REQUEUE:

00608: /*

00609: * Most requeues happen because of a busy condition,
00610: * don't force unplug of the queue for that case.

00611: * Clear unplug_it and fall through.

00612: */

00613: unplug_it =0;

00614:

00615: case ELEVATOR_INSERT_FRONT:

00616: rg->cmd_flags |= REQ_SOFTBARRIER;
00617: list_add(&rg->queuelist, &Qg->queue_head);
00618: break;

00619:

00620: case ELEVATOR_INSERT_BACK:

00621: rg->cmd_flags |= REQ_SOFTBARRIER;
00622: elv_drain_elevator(q);

00623: list_add_ tail(&rg->queuelist, &g->queue_head);
00624: /*

00625: * We kick the queue here for the following reasons.
00626: * - The elevator might have returned NULL previously
00627: *  todelay requests and returned them now. As the
00628: *  queue wasn't empty before this request, Il_rw_blk
00629: *  won't run the queue on return, resulting in hang.
00630: * - Usually, back inserted requests won't be merged
00631: *  with anything. There's no point in delaying queue
00632: *  processing.

00633: */

00634: ___blk_run_queue(q);

00635: break;

00636:

00637: case ELEVATOR_INSERT_SORT:

00638: BUG_ON(rg->cmd_type !'=REQ_TYPE_FS &&
00639: I(rg->cmd_flags & REQ_DISCARD));
00640: rg->cmd_flags |= REQ_SORTED;

00641: g->nr_sorted++;

00642: if (rq_mergeable(rq)) {

00643: elv_rghash_add(q, rq);

00644: if (1g->last_merge)

00645: g->last_merge =rq;

00646: }

0647:

00648: /*

00649: * Some ioscheds (cfqg) run g- >request_fn directly, so
00650: * rq cannot be accessed after calling

00651: * elevator_add_req_fn.

00652: */

00653: g->elevator->ops->elevator_add_req_fn(q, rq);
00654: break;

00655:

00656: case ELEVATOR_INSERT_FLUSH:

00657: rg->cmd_flags |= REQ_SOFTBARRIER;
00658: blk_insert_flush(rq);

00659: break;

00660:

00661: default:
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00662: printk(KERN_ERR  "%s: bad insertion point %d\n",
00663: _ func__, where);

00664: BUG();

00665: } « end switch where »

00666:

00667: if (unplug_it && blk_queue_plugged(q)) {

00668: int nrg = g->rg.count[BLK_RW_SYNC] + g->rq.count[BLK_RW_ASYNC]
00669: - queue_in_flight(q);

00670:

00671: if (nrq >= g->unplug_thresh)

00672: ___generic_unplug_device(q);

00673:

00674: } « end elv_insert »

00675:

elv_drain_elevator () fE¥ ififHelevator_dispatch_fn. _ blk_run_queue () izf7i
H RIS, PATH G IR B G SR A FI AL ERFIFE,  @nSCSIT & 118 3K A 51 b FRGIFE
scsi_request_fn () .

blk_insert_flush () i A#F IFLUSH/FUAI% K.

4.3 _ blk _run_queue ()

00442: /**

00443: * blk_run_queue - run a single device queue
00444: * @q: The queue to run

00445: *

00446: * Description:
00447: * See @blk_run_queue. This variant must be called with the queue lock
00448: * held and interrupts disabled.

00449: *

00450: */

00451: void blk run queue(struct request_queue *q)
00452: {

00453: blk_remove_plug(q);

00454:

00455: if (unlikely(blk_queue_stopped(q)))
00456: return;

00457:

00458: if (elv_queue_empty(q))

00459: return;

00460:

00461: g->request_fn(q);

00462

-}
00463: EXPO RT_SYM BO L(_blk_ru n_queue);

__blk_run_queue O %A H % % Ik 30 il 55 Bl #2q->request_fn O SR B ERIE K,
HATHE S
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4.4 IRENARSHIFErequest_fn

T 3R A1) Aab 345 R 308 6 2 7 5 RO SR BA B A AT SR G IR Bl — ELAG R R 4
W, BB IR 2 A R SR BAS i ok, ELBIBAAIN A .

XT1SCSIH % (SASHRAIDFEfil4: T it #L, #ASCSITTFD » W RAE R ECN
scsi_request_fn (O , B HZ R ECK 1 5711 SAS/RAIDIE Hil 2% K& i% L2 HIINOTE R . FRATLA
LSISAS2308 4, T fSCSI% & ik KA pf%iscsi_request_fn O WAL E . DLF &

LSISAS2308IK 5 #¥I4A1LI,  scsi_alloc_queue () BRI+ .

[<fFffffff8136b5ec>] ? _ scsi_alloc_queue+0x13c/0x160
[<fFffffff8136b62d>] ? scsi_alloc_queue+0x1d/0x70
[<ffffffff8136e€027>] ? scsi_alloc_sdev+0x1a7/0x250
[<ffffffff8136e6c2>] ? scsi_probe_and_add_lun+0x522/0xed0
[<ffffffff81162fb5>] ? kmem_cache_alloc_notrace+0x1150x130
[<ffffffffa0029801>] ? _scsih_target_alloc+0x131/0x240 [mpt2sas]
[<fFffffff8134bd09>] ? get_device+0x19/0x20
[<ffffffff8136de4a>] ? scsi_alloc_target+0x29a/0x2d0
[<fFFffff8136f191>] ? _ scsi_scan_target+0x121/0x750
[<ffffffff8134dc41>] ? device_create+0x31/0x40
[<ffffffff812623ea>] ? bsg_register_queue+0x14a/0x1d0
[<fFffffff8125783d>] ? blk_init_queue_node+0x4d/0x80
[<fFFffff8136ff05>] ? scsi_scan_target+0xd5/0xf0
[<ffffffffa000a68e>] ? sas_rphy_add+0x10e/0x160 [scsi_transport_sas]
[<ffffffffa002f2ea>] ? mpt2sas_transport_port_add+0x33a/0xc60 [mpt2sas]
[<ffffffffa00240f2>] ? _scsih_probe_sas+0x82/00x130 [mpt2sas]
[<ffffffffa00242aa>] ? _scsih_scan_finished+0x10a/0x2c0 [mpt2sas]
[<ffffffff8136fa87>] ? do_scsi_scan_host+0x77/0xa0

[<ffffffff8136facc>] ? do_scan_async+0x1c/0x140

[<ffffffff8136fab0>] ? do_scan_async+0x0/0x140

[<ffffffff81091d66>] ? kthread+0x96/0xa0

[<ffffffff8100c14a>] ? child_rip+0xa/0x20

[
[

<ffffffff81091cd0>] ? kthread+0x0/0xa0
<ffffffff8100c140>] ? child_rip+0x0/0x20

[<ffffffff8136b5ec>] ? _ scsi_alloc_queue+0x13c/0x160
[<ffffffff8136b62d>] ? scsi_alloc_queue+0x1d/0x70
[<ffffffff8136e027>] ? scsi_alloc_sdev+0x1a7/0x250
[<ffffffff8136e6c2>] ? scsi_probe_and_add_lun+0x522/0xed0
[<ffffffff81162fb5>] ? kmem_cache_alloc_notrace+0x1150x130
[<ffffffffa0029801>] ? _scsih_target_alloc+0x131/0x240 [mpt2sas]
[<ffffffff8134bd09>] ? get_device+0x19/0x20

[<ffffffff8136deda>] ? scsi_alloc_target+0x29a/0x2d0
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<ffffffff81370022>] ? _ scsi_add_device+0x102/0x120
<ffffffff81370051>] ? scsi_add_device+0x11/0x30
<ffffffffa0024271>] ? _scsih_scan_finished+0xd1/0x2c0 [mpt2sas]
<ffffffff8136fa87>] ? do_scsi_scan_host+0x77/0xa0
<ffffffff8136facc>] ? do_scan_async+0x1c/0x140
<ffffffff8136fab0>] ? do_scan_async+0x0/0x140
<ffffffff81091d66>] ? kthread+0x96/0xa0

<ffffffff8100c14a>] ? child_rip+0xa/0x20

<ffffffff81091cd0>] ? kthread+0x0/0xa0

<ffffffff8100c140>] ? child_rip+0x0/0x20

LSISAS2308 SASTE ill s fE IR B n#k i, 21 Flscsi_scan_target () pRECRIAFE T4,
Z R 223k F scsi_alloc_queue O SKRAILAILIE K BA I S Ab #E ki #scsi_request_fn O
(169747) , Et7Edriver/scsi/scsi_lib.cf. FATETE (LinuxERE&IREN) A PEG 4 Hr

[
[
[
(
(
(
(
(
(
(

scsi_request_fn () ¥,
01693: struct request_queue ~SCSI a"OC queUE(struct scsi_device *sdev)

01694: {

01695: struct request_queue *q;

01696:

01697: g=__ scsi_alloc_queue(sdev->host, scsi_request_fn);
01698: if (1)

01699: return NULL;

01700:

01701: blk_queue_prep_rq(q, scsi_prep_fn);
01702: blk_queue_softirq_done(q, scsi_softirg_done);

01703: blk_queue_rq_timed_out(q, scsi_times_out);
01704: blk_queue_lld_busy(q, scsi_lld_busy);

01705: return g;

01706: }

45  {EKPAFIRIESK

FESE i WA RS, VR SRR 45 1, AT RER M S A A A O
M SRBAF o AT REA H070 [FI A — L85 1], BRBLE AT SR BAB A (T i G f) 7 7 P R Be 4%
J& ST bio&E # i WERIB i 4 (BB ? R R G 2 Bikisr, A AJE B i
JE RO J2 SR WA Gk L2 B1OT SR NN TE A B8 417 SR BA 1 Hh 2

451  BUGEFIEFKRATIBIEIE

BRI 1V SR BA B & 75 15 5% SR BN W AR A s B 2 o bR T Hei 4% SR shil tH A fa i,
H1) R A IR SN BB VRS . AF LAMTD (Memory Technology Device) Btk # A, £
YL R AT B 2
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—MERAIE R — A B BIE A, 2SR B EGR IO T KRG A E. B
AHTAEACIE K A B ) B HUE -
00666: struct request_queue *blk_init_queue(request_fn_proc *rfn,

spinlock_t *lock)
00667: {
00668: return blk_init_queue_node(rfn, lock, -1);
00669: }

00670: EXPO RT_SYM BO L(blk_init_queue);

2R B S HOZ A B A BRI ) rfin g B i £ A2 51007 1r] BASIBSCRR (6 et i1 TR
HEBELITDRCHAAF P ERPEARZ AL » BIATRER KRIG B AFEAE A BAS AT —
SEER A IR A {E .

MTDER IR N 11 K:  (drivers/mtd/mtdblock.c)
00389: static int __init init_mtd bIOCk(void)

00390: {

00391: mutex_init(&mtdblks_lock);

00392:

00393: return register_mtd_blktrans(&mtdblock_ tr);
00394: }

00395:

it & Fregister_mtd_blktrans () A%, 1M01% 2R BT SLBLE drivers/mtd/mtd_blkdevs.c

E':‘ o
[
oz ine register mtd_blktranstruct m bitrans ops tr)
00338: {
00339: int ret, i;
00340:
00341: /* Register the notifier if/ when the first device type is
00342: registered, to prevent the link/init ordering from fucking
00343: us over. */
00344: if (!blktrans_ notifier.list.next)
00345: register_mtd_user(&blktrans_notifier);
00346:
00362:

00363: tr->blkcore_priv->rg = blk_init_queue(mtd_blktrans_request,
&tr->blkcore_priv->queue_lock);

00397:

00398: mutex_unlock(&mtd_table _mutex);

00399:

00400: return O;

00401: } ? end register_mtd_blktrans ?

00402:

36317 HLAAMTDH i &1 KNS a6 AL . #Idatbid s, X BEAHTEL 4,
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452  BRIFFIERATIHIZREX

7E (Linuxi@ FEOE & EY o, FATEE, W& IO R, #iieS il
%2, EI#E2#4T_generic_make_request () %,

01640: static inline void _generic_make_request(struct bio *bio)

01641: {

01642: struct request_queue *q;

01643: sector_t old_sector;

01644: int ret, nr_sectors = bio_sectors(bio);

01645: dev_t old_dev;

01646: interr =-EIO;

01647:

01666: g =bdev_get queue(bio->bi_bdev);

01667: if (unlikely(! g)) {

01668: printk(KERN_ERR

01669: "generic_make_request: Trying to access "
01670: "nonexistent block-device %s (%Lu)\n",
01671: bdevname(bio->bi_bdev, b),

01672: (long long) bio->bi_sector);

01673: goto Yend_io;

01674: }

Bk %5 RS HISREL, JAEH a8, 76166617, ififbdev_get queue () FRETEIT]
(include/linux/blkdev.h) .
00814: static inline struct request_queue *bdev_get_quel,IE(struct

block_device *bdev)

00815: {
00816: return bdev->bd_disk->queue;
00817:}

5 plug5unplugi%&

ATELME T VOV FE 2RI 1 AR At R TR & IO K, —RFHFFEI It & &IF1/0
TR, SRS T RESRIEFEHEBL, WA R B S IR R A B . DR T, I iEsl e
FHINOTE R AL BN AL e ?

VOE R TR ALFEHLH, /238 id pluggingFlunplugging 175 Xk ST . 244k T-pluggediik
B, PUR ARSI BERE (T AR AR RIRIRAS ), B Y ATEAS EA IO K, A
SEMHE . unplugged Rt /& P ik & IR AN 7 AL BROERAS s 7 B AL R SR BA A1) L) P
AR

plugMlunplug iy 4 28 ik AF= A =i, unplugIdERfi& X Zactivate, 1M /AN 2 fi 5. (1)
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PRI plugf R & S itdeactivate. FRATTAT LT AT A K i Bplug/unplug; plug
LR AR BCR RS, A T T IRBT R %, JTK T unplug i 4T T Heik 4 4K
B, AT N R, ST T . WA EoREE, AT ifunplug/plug 1
FFISECE R ta M, X SHFad 2 —HIN %,

plugifi /& LE 1 % ISR B — 2>, unplugih#hd & 0K5h 5 i

5.1 blk_plug_device () 5blk_remove_plug ()

blk_plug_device () Hi%{ & & isRI\FI 47 E WQUEUE_FLAG_PLUGGED, /3
SE I #8g->unplug_timer. HF&plug— ANt s, EPibHs & Rshik 8 —4.

Poig s ks AN Ge PR IAR S, 4R B id g->unplug_delay G#‘A3ms)
g->unplug_timer& it a5t <, #2458 HIblk_unplug_timeout () , fili % P k% £k #kblockd
kg fiEkblockd_workqueue.

klockd P % 2k P24 AT 4% N g->unplug_work () -> g->unplug_fn (O ->

generic_unplug_device () . # KA K5 Hrgeneric_unplug_device O .

00197: /*

00198: *"plug" the device if there are no outstanding requests: this will
00199: *force the transfer to start only after we have put all the requests
00200: * on the list.

00201: *

00202: *This is called with interrupts off and no requests on the queue and
00203: *with the queue lock held.

00204: */

00205: void blk_plug_de\"CE(struct request_queue *q)
00206: {
00207: WARN_ON(! irgs_disabled());

00208:

00209: r*

00210: * don't plug a stopped queue, it must be paired with blk_start_queue()
00211: *which will restart the queueing

00212: */

00213: if (blk_queue_stopped(q))

00214: return;

00215:

00216: if (lqueue_flag_test_and_set(QUEUE_FLAG_PLUGGED, q)) {
00217: mod_timer(&qg->unplug_timer, jiffies + g->unplug_delay);
00218: trace_block_plug(q);

00219:

00220: }

00221: EXPO RT_SYM BO L(blk_plug_device);

blk_remove_plug () #t2iFEFRMNFIQUEUE_FLAG _PLUGGED#sE, FHHUH
g->unplug_timer@ i #% . A Al & HAERIMABIAZ S5, PR AT DL B2 XA BR A
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21 R A F 2SR5 111015 R E# i q-> unplug_threshis CERIAE N4, 1 88wk £runplug
5 RBAF o

00241: /*

00242: * remove the queue from the plugged list, if present. called with
00243: * queue lock held and interrupts disabled.
00244: */

00245: int blk_remove_plug(struct request_queue *q)

00246: {

00247: WARN_ON(! irgs_disabled());

00248:

00249: if (!queue_flag_test_and_clear(QUEUE_FLAG_PLUGGED, q))
00250: return O;

00251:

00252: del_timer(&qg->unplug_timer);

00253: return 1;

00254: }

00255: EXPO RT_SYM BO L(blk_remove_plug);

5.2 generic_unplug_device ()

generic_unplug_device () PREIhAEH Zunplug—ANBeisi 4, RIBEHak & 0K5h, ik
ERAL B KBNS EHII/OTE K .
K%L generic_unplug_device () s&Xfblk_remove_plug () Flg->request fn () [11&f

i{‘%o
00317: /**
00318: *generic_unplug_device - fire a request queue
00319: *@q: The &struct request_queue in question
00320: *
00321: * Description:
00322: *  Linux uses plugging to build bigger requests queues before letting

00323: *  the device have at them. If a queue is plugged, the 170 scheduler
00324: * isstill adding and merging requests on the queue. Once the queue
00325: *  gets unplugged, the request_fn defined for the queue is invoked and
00326: * transfers started.

00327: **/

00328: void generic_unplug_de\’ice(struct request_queue *q)

00329: {
00330: if (blk_queue_plugged(q)) {

00331: spin_lock_irqg(g->queue_lock);
00332: __generic_unplug_device(q);
00333: spin_unlock_irg(g->queue_lock);
00334: }

00335: }

00336: EXPO RT_SYM BO L(generic_unplug_device);

00307: void _generic_unplug_de\’ice(struct request_queue *q)

00308: {
00309: if (unlikely(blk_queue_stopped(q)))
00310: return;

00311: if (Iblk_remove_plug(q) && !'blk_queue_nonrot(q))
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00312: return;
00313:

00314: g->request_fn(q);
00315: }

00316:

6 BRIGFIFKAFIAENLE

BT 5, RS AW 5 ANEE, AT AIOT K.
i 7L
(1) HPHERERT BLG IR PR R & 1/OvE sk ?

P #ERE N RO K2 A2 1R, (AR SLF SR B AR T .
(2) WZR B ZERS, J2 i ab B 2

LPEAATE RSB IR, i ia (bR TIVOHRRRE . SO R EE
%ﬁrequest_queue->nr_00ngesti0n_0n (%UJE%JHS) Hﬂ“s V\]’]‘%E‘)ﬁﬁﬁ[y\ﬂ?ﬂfﬁi%%ﬁ,
FHH AR BRAE R Q@ . U iR T
request_queue->nr_congestion_off (ERIMMEN103) B, EFRIASI I ZEIRES .

B B\HIHFE ) BB EAblk_set_queue full () , &gk % Ablk_queue full () , JEY
¥JfEinclude/linux/blkdev.h.

00631: static inline int blk queue fU"(struct request_queue *g, int sync)
00632: { - -

00633: if (sync)

00634: return test_bit(QUEUE_FLAG_SYNCFULL, &qg->queue_flags);

00635: return test_bit(QUEUE_FLAG_ASYNCFULL, &g->queue_flags);
00636: }

00638: static inline void blk_set_queue_fuu(struct request_queue *q,

int sync)
00639: {
00640: if (sync)
00641: queue_flag_set(QUEUE_FLAG_SYNCFULL, q);
00642: else
00643: queue_flag_set(QUEUE_FLAG_ASYNCFULL, q);
00644: }

00646: static inline void blk_CIGa r_queue_fuu(struct request_queue *q,

int sync)
00647: {
00648: if (sync)
00649: queue_flag_clear(QUEUE_FLAG_SYNCFULL, q);
00650: else
00651: queue_flag_clear(QUEUE_FLAG_ASYNCFULL, q);
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00652: }

FRH IOV R, #iEitget request () (3CfFblock/blk-core.c) KA1 #H frequest
HAmLEt . 89T ML AR 21 KNS S St 7 IRIME, 2t ior, whis B A5 %
OM1747) o FERR, BAVAITAGIHZESS, XF P RZHARES 73 (1 f2 .

00877: static struct request *get request(struct request_queue *g,
00878: int rw_flags, struct bio *bio, gfp_t gfp_mask)
00879: {

00880: struct request *rq = NULL;

00881: struct request_list *rl = &qg->rq;

00882: struct io_context *ioc = NULL;

00883: const bool is_sync = rw_is_sync(rw_flags) !=0;

00884: int may__queue;

00893: if (rl->count[is_sync]+1 >=queue_congestion_on_threshold(q)) {
00917: blk set_queue_congested(q, is_sync);

00918: } « end if rl- >count[is_sync]+1>... »

00973: if (ioc_batching(qg, ioc))

00974: ioc->nr_batch_requests--;

00975:

00976: trace_block_getrq(q, bio, rw_flags & 1);
00977: out:

00978: return rq;
00979: } « end get_request »

blk_set_queue_congested () {{j&%fset bdi_congested () fEF%E, &% T TIE
Al A 15 B R A ok N B dE 45 #backing_dev_infoffPIR kR &, FH4¥8 inr_bdi_congested] Jit

W B B IR A5 ABDI_sync_congestedBDI_async_congested Ji g ?

00784: /*

00785: * A queue has just entered congestion. Flag that in the queue's VM- visible
00786: * state flags and increment the global gounter of congested queues.
00787: */

oorss: suatic intine void - DIK_s@t_queue _congestedtruct

request_queue *g, int sync)
00789: {
00790: set_bdi_congested(&q->backing_dev_info, sync);
00791: }
00792:

00734: void Set_bdi_congeStEd(struct backing_dev_info *bdi, int sync)

00735: {

00736: enum bdi_state bit;

00737:

00738: bit =sync ? BDI_sync_congested : BDI_async_congested;
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00739: if (Itest_and_set_bit(bit, &bdi->state))
00740: atomic_inc(&nr_bdi_congested[sync]);
00741: }

00742: EX PO RT_SYM BO L(set_bd i__congested);

BWERR SRS NINEZ R ? ARG T RIS SICR A EE RS, ST
WAGE T, HH T R

ST RPEHRYL, VO FEBAT S B R IVOWE RFATHEBN . &5, HXBAFIHHZERE
B, REeiRd, AR 4. A P3RS AT AR T RIE KB ? B R T EN .
FI P RS NEUEE, #EEAEN AR (S WLinuxWEGERSHLHD , BE S NG &
PIXEIN, WAREEFER; FsL b, ®IREHdEgeneric_perform_write (O #£x 1
balance_dirty pages_ratelimited(mapping) (238517) RKif% N AAH IF T EE . IFTiiA
& Lkfl, w41 Mio_schedule_timeout () , ik RS —SHEHMIOWER.
®y R, AREFHLTTHIRIOWER T .

02302: static ssize + g@NEric_perform_ writeetuct riie e,

struct iov_iter *i, loff_t pos)

02304: {
02305: struct address_space *mapping = file->f_mapping;
02306: const struct address_space_operations *a_ops = mapping->a_ops;

02307: long status = 0O;
02308: ssize_t written = 0;
02309: unsigned int flags = O;

02385: balance_dirty_pages_ratelimited(mapping);
02386: if (fatal_signal_pending(current)) {

02387: status = -EINTR;

02388: break;

02389: }

02390:  } «end do» while (iov_iter_count(i));

02391:

02392: return written ? written : status;

02393: } « end generic_perform_write »
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